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Abstract
Traditionally, image quality assessment has involved the comparison of a corrupted image
with an “original” or perfect version of that given image. In many practical settings, this perfect
image is not available. This research introduces a new metric that measures the perceived visual
quality of a single given image. Operating in this no-reference framework, the new method
is ideally suited for real-world applications, including television monitoring and digital camera
quality sensing. Much of the theoretical basis of this work centers on the notion of level-of-detail.
Knowing whether an image is highly detailed or very smooth is important in both the detection
and assessment of errors. At this time, three types of errors that commonly arise in practice are
considered, namely noise, blur and compression. Each given image is assigned a score reflecting
its perceived quality. Human test cases validate the new techniques.
Keywords: image quality metric, no-reference, level-of-detail, noise, blur, compression

1

Introduction

Image quality analysis is a rapidly expanding field of image processing with a growing number of
commercial applications. Central to this field is the notion of a metric [1], known in this research as
an image quality metric (IQM). An IQM is a formula or algorithm that assigns to a given image a
numerical or categorical value reflecting its perceived level of quality. A bright, sharp and high-contrast
image, for instance, may be assigned a score of 5 out of 5 or a label of “excellent”. Conversely, an image
that is highly compressed would likely receive a much lower score, perhaps only a 1 out of 5 or a label of
“inferior”. Currently, no metric is able to do this in all situations. This research seeks to compromise
by putting forward a new approach that is specifically equipped to address three kinds of errors that
normally occur in practice, in particular noise [2], blurring [2] and JPEG [2] and JPEG2000 [3]
compression. To identify such errors, this research appeals to the concept of level-of-detail. Higher or
lower amounts of detail may indicate either noise or blurring. Different levels of detail also help to
decide if specific pixels are likely information or if they are perhaps compression artifacts. Quantifying
the visual impact of these distortions also makes use of the idea of detail. In most instances, noise is
hidden or masked [1] by high detail, textured regions of an image. Conversely, noise is very visible
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in low detail segments of the picture. The same is generally true of compression. Blur behaves in
an opposite fashion, noticeably smearing detailed image content, while remaining largely invisible in
smoother portions. This phenomenon of concealing errors is known as spatial masking [1]. Techniques
to formally measure level-of-detail are outlined in Section 1.1.
Most existing image quality metrics are of the full-reference [4] (FR) variety. They require that
any corrupted or coded image be accompanied by an original error-free version of that image so that
a comparison of the two can take place. This restrictive assumption is rarely satisfied in practice.
A no-reference [4] (NR) metric, such as the one proposed in this work, does not demand that any
original image be present or even exist. Not surprisingly, such an IQM is more widely applicable in
real-world situations than its full-reference cousin. Such instances include, among others, monitoring
live television and video broadcast signals or instantly determining the visual quality of photos snapped
by a digital camera.
The most popular IQMs continue to be the simplest, namely the mean squared error [1] (MSE), or
some variation [5] of the MSE, and the peak signal-to-noise ratio [1] (PSNR). Other simple numerical
measures, such as those found in [6, 7], look at everything from shifts in image luminance [2] to
differences in the frequency domain [2] and changes in edges [2]. Instead of luminance, some metrics [4,
8–10] specifically target color in images. Additional procedures include the structural similarity index
[11–31] (SSIM), M-DWT [32, 33] and multidimensional singular value decomposition [34] (MSVD).
Training a computer to recognize errors is also an option, see [35–39] for example. An interesting
approach, some metrics [40, 41] embed a hidden signal in an image and later measure its quality once
an impairment has been introduced. Among the most complex of all metrics, as well as some of the
earliest, are Daly’s visible differences predictor [42] (VDP), Lubin’s visual discrimination model [43]
(VDM), picture quality scale [44] (PQS) and Watson’s digital video quality [45] (DVQ) metric. These
techniques attempt to simulate the processes of the human visual system [1]. Unfortunately, even they
fall short of their goals, leaving the call for a general, universal metric yet unanswered.
The concept of level-of-detail is more thoroughly explored in the following subsection. Then,
in Section 2, the three separate error detection procedures are defined, along with a psychovisual
weighting scheme. The results of a human user study are then discussed in Section 3, followed by
several concluding remarks in Section 4.

1.1

Level-of-Detail

Level-of-detail is a measure of the variation of pixel values over an image. Frequent pronounced changes
correspond to high levels of detail, whereas smaller fluctuations are associated with lower amounts of
detail. Because this quantity varies across an image, it is usually reported locally. Different means
of measuring this phenomenon are discussed in the following subsections. A novel idea, this work
considers detail in both the spatial [2] and frequency domains.
1.1.1

Edge Density Level-of-Detail

Likely the simplest notion of “local” is one that occurs when an image is divided into regular-sized
k ×m rectangular regions. The image itself is a two-dimensional M ×N matrix f (x, y) of gray level 1 [2]
shading or intensity [2] values, where 0 ≤ x ≤ N − 1 and 0 ≤ y ≤ M − 1. Within each local k × m
region or block, the local edge density [46] is measured. This is simply the number of “major” edges
1

The metrics presented in this research are designed for use with grayscale [2] images. The detail metric of Section
1.1.2 is, however, equipped to deal with color images. In all other instances, color images are converted to grayscale
before any processing takes place.
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divided by the total number of points in the block, equal to km. A “major” edge is one that exceeds
a predefined threshold, 32 for example. Formally, the local edge density is
δi =

δni
,
km

(1)

where δni is the number of major edge pixels in the i-th k × m block. Edges are obtained using a
standard 3 × 3 Laplacian [2] operator. Moreover, for each image f (x, y) a matching edge map, denoted
e(x, y), is generated. An example of this is seen in Fig. 1(b). Additionally, a sharpened image f ∗ (x, y)
and an associated edge map e∗ (x, y) are created, both also by way of a Laplacian operator. This
sharpened image helps to enhance information that might not be as conspicuous in the original image.
Individual detail scores δi are given on the interval [0, 1]. Collectively, they make up a detail map.
Denoted δ(x, y), this map indicates the local level-of-detail at any point (x, y) in the image. A detail
map may be visualized, as the the image of Fig. 1(c) demonstrates. In this example, brightly colored
8 × 8 blocks represent regions of high levels of detail, values near 1. Darker portions, on the other
hand, are evidence of much less detail. Unfortunately, these blocks do not generally correspond with
actual image regions. For this reason, this block-based technique is not currently used in this system.

(a)

(b)

(c)

Figure 1: Measuring local level-of-detail using edge density; (a) “camera man”; (b) Edge map; (c) Edge
density detail map.

1.1.2

Mean Shift Point-Mass Level-of-Detail

As part of a more intelligent solution to the level-of-detail problem, an image may be segmented [2]
into regions that better correspond with actual objects in a scene. Countless segmentation algorithms
exist in the literature. Recently, the mean shift [47, 48] algorithm has been offered as a solution to
the segmentation problem. In this algorithm, individual image pixels are progressively fused with
their similar neighbors. Similarity in this context refers to two pixels that are of comparable spatial
position and color. Precise thresholds are given by σs [47] and σr [47], with σs = 4 and σr = 16 in
this implementation. A complete explanation of the mean shift algorithm will not be given here. The
interested reader should consult the references provided. As a formal note, the segmented image is
denoted s(x, y) in this paper. Individual segmented regions are expressed as si , where i is the i-th
region. Note that when this algorithm is used i refers to a segmented region, rather than a block, as
it did in Section 1.1.1.
By design, the mean shift algorithm groups like pixels. Great numbers of pixels positioned near one
another are homogeneous points of similar spatial and color information. This logically corresponds
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with a low detail image region. In the opposite case, few pixels in a given area suggests that the points
are very different from one another. This is evidence of a highly varied, perhaps textured, area. This
realization gives rise to the notion of point-mass [49]. This alternate measure of detail is employed in
the example of Fig. 2(c). In this setting, δi instead refers to the local point-mass of the i-th segmented
region. It too is restricted to the interval [0, 1]. And, in much the same manner, a detail map δ(x, y)
represents the local point-mass rather than the local edge density.

(a)

(b)

(c)

Figure 2: Measuring local level-of-detail using mean shift point-mass; (a) “Germanotta”; (b) Segmented
image; (c) Mean shift point-mass detail map.

A more elaborate metric, known as particle-based texture granularity [50], may be used in place of
the point-mass approach. Unfortunately, it requires that an image be segmented many times, thereby
making it too slow for a lot of practical applications. As well, it is aimed more at structured textures
rather than images, which tend to be more stochastic. For most purposes, the point-mass metric is
the preferred means of assessing detail in the spatial domain. It is used in the remaining discussions
and examples in this paper.
1.1.3

Level-of-Detail in the Frequency Domain

The noise and blurring metrics of Sections 2.1 and 2.2, respectively, take advantage of the information
available in the Fourier spectrum [2] of an image. Using either the standard Fourier transform [2]
(FT) or the fast Fourier transform [2] (FFT), depending on whether the image dimensions are each
powers of 2, one is able to separate these two types of distortions. Noise and blurring are in some
sense “opposite” notions. Noise is associated with high levels of detail, whereas the opposite is true of
blurring. This distinction is patently visible in the frequency domain. As this research finds, it is just
as important to consider detail in the frequency domain as it is in the spatial environment. Before
continuing, note that in this work a Fourier spectrum is written as F (u, v), for 0 ≤ u ≤ N − 1 and
0 ≤ v ≤ M − 1.
The Fourier spectra of Figs. 3(b), 3(e) and 3(h) visually depict the distinctions between an undistorted image and its noisy and blurred counterparts. To allow for easier viewing, all three spectra have
been visually enhanced using a histogram equalization [2]. As well, be aware that the distorted photos
in this example, and all others in this publication, were generated using Jasc R Paint Shop Pro TM 7.01
and 9.00. The spectrum of the given image, seen in Fig. 3(b), is less detailed than that of the noisy image, presented in Fig. 3(e), but more so than the spectrum corresponding to the blurred image, namely
the image of Fig. 3(h). The noise that occurs in Fig. 3(d) introduces numerous high frequency terms
into a spectrum. Conversely, the blurring of Fig. 3(g) removes these and many other components. An
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interesting phenomenon occurs when one creates a cumulative frequency distribution [51] of the energy
in the various portions of each of these spectra. Note that in this work, the term histogram [51] is
used in place of distribution. Beginning at the outer edges of a spectrum, a series of nested concentric
circles, or ellipses in the case of non-square-shaped images, are constructed. Assume that there are Cn
such circles or ellipses in an image. The outermost circle, although computed first, is said to be the
Cn -th ring. Meanwhile, the innermost circle, calculated last, is the 1-st ring. In any case, within each
circle, the combined magnitude [2] of the underlying coefficients F (u, v) is computed. This quantity
is represented by ej , for the j-th concentric ring, where 1 ≤ j ≤ Cn . A running sum of the total
cumulative energy in all of the rings up to the current one, denoted Ej , is made. Formally, for the
j-th ring, this cumulative total is equal to
Cn −j+1

Ej =

X

eCn −k+1 .

(2)

k=1

Assuming that the total amount of energy in all Cn rings is given by E ∗ , the ratio
Ej
(3)
Rj = ∗
E
is computed, and plotted, for each ring. The various plots are seen in the histograms of Figs. 3(c),
3(f) and 3(i). The histogram of 3(c), corresponding to the error-free scene of Fig. 3(a), shows a
slight negative “dip” in the central region. This drop is even more pronounced in the spectrum of the
blurred image, given in Fig. 3(i). By contrast, there is a noticeable “bump” or increase in the middle
frequencies of the spectrum of Fig. 3(f). These differences in the amount of energy, or detail, in the
assorted spectra, enable one to distinguish between error and no error, and, when there is an error,
between noise and blur. The fact that there is an increase in the case of noise and a decrease when
there is blurring is evidence of the “opposing” nature of noise and blur.
The next concern is to decide exactly when noise or blur is actually present. The most natural
way of answering this question is by determining the size of the “dip” or “bump” in a histogram. As
either one could occur, two variables are needed. The first, written as E + , represents the amount of
“positive” energy. These are entries in a histogram which rise above the diagonal line that would be
created by joining the first and last points of the histogram. This line has a negative slope and begins
at a height of 1 and ends at a height of 0. It is algebraically given by the equation
1
(4)
y = − x + 1,
Hn
where Hn is the number of elements in a given histogram H. Elements of a histogram that rise above
this line are said to contain “positive energy”. Accordingly, for each such element, the difference of
the height of that element and the line of Eq. (4) is added to E + . In much the same way, components
of a histogram that fall below this line contain “negative energy”. A second sum, E − , captures this
total. It is of course the sum of the differences between the height of a histogram bar and the line
above it. Lastly, both sums are normalized by the total amount of possible energy in a histogram, a
value equal to the area of the triangle formed using the diagonal line of Eq. (4) and the horizontal
and vertical axes of the histogram.

2

Method

Algorithms to sense and assess the three types of errors investigated in this study, namely noise,
blur and compression, are described in the following sections. These routines make use of the input
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

Figure 3: Distinguishing among noise, blur and content using the Fourier spectrum; (a) “Goldhill”; (b)
“Goldhill” histogram-equalized Fourier spectrum; (c) “Goldhill” cumulative Fourier spectrum histogram; (d)
“Goldhill” (35% random noise); (e) “Goldhill” (35% random noise) histogram-equalized Fourier spectrum; (f)
“Goldhill” (35% random noise) cumulative Fourier spectrum histogram; (g) “Goldhill” (5 × 5 Gaussian blur);
(h) “Goldhill” (5 × 5 Gaussian blur) histogram-equalized Fourier spectrum; (i) “Goldhill” (5 × 5 Gaussian
blur) cumulative Fourier spectrum histogram.
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image f (x, y), its sharpened form f ∗ (x, y) and their corresponding edge maps e(x, y) and e∗ (x, y),
respectively. Both the segmented image s(x, y) devised using the procedure of Section 1.1.2 and the
ensuing point-mass detail map δ(x, y) are used. The noise and blurring metrics specifically utilize the
ideas of Section 1.1.3. Note that at this time, it is assumed that only one of the three kinds of errors
may appear in any given image. Lastly, Section 2.4 discusses a procedure that subsequently assigns
to an image a perceptually meaningful quality score, based on the sorts of errors found, as well as its
level-of-detail. Together, the ideas set forth in the following sections make up the new IQM, known as
the Level-of-Detail Image Quality Metric (D-IQM).

2.1

Noise

Pictures are commonly disrupted by noise. This distortion may turn up as part of the initial acquisition
stage, or later, perhaps during transmission. Moreover, this error takes on a number of forms, whether
it be random or uniform [2], Gaussian [2] or impulse or salt-and-pepper [2]. Noise is arguably the most
difficult of the three types of errors to spot. Perhaps this is because individual noise pixels are not
directly connected to one another as are, for example, linear JPEG compression errors. Others [52]
have nonetheless tried. Not only is the proposed algorithm able to determine if noise exists, it can also
discriminate among the three different types of noise.
Recalling the findings of Section 1.1.3, noise introduces “positive energy” into the histogram of the
cumulative energies of a Fourier spectrum. As already stated, the amount of this energy is denoted by
E + . Using experimental data, a threshold of ET+ = 0.035 is set. Images in which E + > ET+ are labeled
as noisy photos. Once it is been decided that noise exists, a final noise metric is computed. Denoted
η for “noise”, it is equal to
E{e(x, y)}
,
(5)
η=
max{e(x, y)}
where E{·} is the expected value [53] operator. Thus, this metric is the average edge strength divided
by the maximum possible magnitude of an edge, normally 255. This final noise score rests in the
interval [0, 1]. Values close to 0 coincide with relatively noisy images, while numbers near 1 are more
suggestive of noisy pictures.
When noise is genuinely detected, the metric will proceed to look at the particular type of noise
that occurs. This is done using a method that was initially intended to also answer the previous, and
broader, question of whether or not there is noise in an image. Unfortunately, this method proved
unsatisfactory for that task, though it is still of use as part of this second job. The intuition behind
this process is the understanding that noise is likely to appear as tiny, isolated points scattered across
an image. Each segmented region si that is strictly 1 pixel in size is a candidate for noise. To judge
if such a pixel p is in fact noise, its 4-neighbors [2] are individually inspected. The current pixel p is
assumed to be noise if none of its adjacent neighbors have the same intensity value as does it. This
simple heuristic is surprisingly adept at identifying noise. Of course, some pixels that are truly part
of an image will be misclassified as noise. In addition, noisy regions bigger than 1 pixel in size will
be missed. This is especially true in very noisy environments in which neighboring noise pixels may
be identical. For this reason, the method involving the cumulative histogram of the Fourier spectrum
was put together. This alternate method is, however, able to sample enough noise points that the
type of noise can be quite accurately ascertained. Assume now that all ηn 1-pixel candidate noise
points have been located. A histogram of their shading values is constructed. Each flavor of noise
produces its own style of histogram, as the examples of Fig. 4 illustrate. Random noise turns out a
histogram with a moderate number of pixels in the middle intensity values, as is apparent from Fig.
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4(a). Fig. 4(b) suggests that Gaussian noise has a similar effect, except that there are a lot more such
pixels. In both of these first two examples there are strong peaks at both end of the distributions,
corresponding to dark black and bright white intensity values. Finally, as one can observe in Fig. 4(c),
the occurrence of salt-and-pepper noise leads to basically two spikes at either end of the histogram.
With this understanding, three counts, ηn1 , ηn2 and ηn3 , are next made. They represent the number
of “noise” pixels with intensities of 0, 255 and all other gray levels, respectively. The simple ratio of
η
each of these sums to ηn is sufficient to differentiate among the various kinds of noise. If ηnn3 < 0.75,
then most pixels in the histogram fall outside of the center, thus hinting at the possibility of saltη
and-pepper noise. Assuming that this condition fails, the system next checks whether ηnn1 < 0.025 or
ηn2
< 0.025. If this happens, it means that there is a sizeable measure of pixels within the interior of
ηn
the histogram, thereby suggesting that the noise is Gaussian. If neither of these two conditions holds,
then it concluded that the noise is of the random variety.

(a)

(b)

(c)

Figure 4: Noise histograms; (a) Random noise; (b) Gaussian noise; (c) Salt-and-pepper noise.

The proposed noise metric is tested using the pictures of Fig. 5. In the first two cases, namely
Figs. 5(a) and 5(b), the metric properly deduces that there is no noise. Hence, in both examples,
η = 0.0000. Each of the remaining images contains some measure of noise. And, in the majority of
these instances, it is accurately detected. What’s more, the algorithm is able to gauge the relative
magnitude of the distortion. This means that, in general, as the quantity of noise increases, η too rises.
The situations depicted in Figs. 5(e) and 5(f) are more challenging as they contain Gaussian noise
rather than random or salt-and-pepper noise. Gaussian noise is, by its nature, similar in intensity to
those pixels which it replaces. As a result, it frequently looks much like the pixels that surround it,
making it difficult to pick out. Once the proportion of Gaussian noise reaches a suitable level, like it
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does in Fig. 5(f), the algorithm has no trouble spotting it. Lastly, observe how accurate the algorithm
is in determining the type of the noise, whether it be random, Gaussian or salt-and-pepper.

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 5: Detecting noise using the Fourier spectrum; (a) “couple” (no noise, η = 0.0000, E + = 0.0002);
(b) “farm” (no noise η = 0.0000, E + = 0.0003); (c) “Grand Canyon” (10% random noise, η = 0.2291,
E + = 0.1400, detected type = “Gaussian”); (d) “bald eagle” (50% random noise, η = 0.4567, E + = 0.1795,
detected type = “random”); (e) “Barbara” (15% Gaussian noise, η = 0.0000, E + = 0.01488); (f) “Lena” (30%
Gaussian noise, η = 0.3292, E + = 0.0550, detected type = “Gaussian”); (g) “Einstein” (10% salt-and-pepper
noise, η = 0.3063, E + = 0.2159, detected type = “salt-and-pepper”); (h) “house” (30% salt-and-pepper noise,
η = 0.5938, E + = 0.2783, detected type = “salt-and-pepper”).

2.2

Blur

Failing to properly focus a camera will often result in a blurred photo. Natural phenomena, including
atmospheric turbulence [2], may also lead to blurring. Operational processes that remove high frequency energy from an image, such as the JPEG2000 compression algorithm of Section 2.3.1, play yet
a further role in this problem. Previous efforts at spotting blur have looked at edges [54–57], Fourier
spectra [54, 58, 59] and image statistics [52, 59, 60].
A blur is fundamentally a decrease in the intensity of edges. As was found in Section 1.1.3, this is
linked to a drop in energy in the frequency domain. Recall that blurry pictures are associated with
high proportions of “negative energy”. The precise amount of this energy, given by E − , is compared
with an empirical threshold of ET− = 0.4. Blur is said to occur if E − > ET− = 0.4. If this is so, then
the last step is to settle on the degree of blurring. This statistic, denoted β in a reference the word
“blur”, is computed in the same manner as that of noise. Because average edge intensity drops as

Technical Report CS 2011-2, May 2011

10

blurring increases, it is also expressed as a ratio of the average edge intensity to the maximum edge
strength, namely
E{e(x, y)}
.
(6)
β=
max{e(x, y)}
This term also falls on the interval [0, 1]. A very blurry image receives a score close to 0. Sharper
pictures are assigned larger values, closer to 1.
Should any signs of a blur be uncovered, the system will next attempt to establish the type of that
blur. A blur may be of the standard isotropic [2] variety, perhaps due to an out-of-focus camera, or it
could be a motion [2] blur caused by a moving object or camera. A given blur is assumed to be isotropic
unless evidence of motion is found. This evidence comes by cross correlating [2] the sharpened image
edge map with itself. A high degree of self-similarity in a specific direction is a reliable indication of
a directional motion blur. This is just the situation observed in Fig. 6(c). Lengthy vertical streaks
imply that the photo has been corrupted by a motion blur, as the image of Fig. 6(b) indeed reveals.
Actually finding and analyzing these streaks demands that the sharpened image edge map e∗ (x, y)
first be thresholded [2]. The value of this threshold varies over an image, depending on the local
level-of-detail. Specifically, each pixel of e∗ (x, y) is compared against the threshold
βδ = 128(1 − δ(x, y)),

(7)

where 128 is an empirically-derived maximum threshold value. This dynamic limit ensures that edges
concealed in highly detailed environments are not skipped. Following this step, the thresholded image,
denoted e∗T (x, y), is correlated with itself using a lag [61] of 10 pixels in each direction. Correlation
is measured as the image moves passed itself. In the end, the point at which the greatest correlation
occurs is selected. If this value exceeds an experimental threshold of 0.05, then the system concludes
that there is ample evidence of a motion blur. Should this happen, the angle between the center
of e∗T (x, y) at this point of maximum correlation and the center of the edge map e∗T (x, y) itself is
computed. This angle, denoted βθ and expressed in degrees, represents the direction of the motion
blur. Angles are given in the range [0, 180), meaning that a 270◦ motion blur for example is assumed
to be the same as one with an angle of 90◦ . An angle of 0◦ corresponds to a blur that comes directly
from the top or bottom of the scene.

(a)

(b)

(c)

Figure 6: Detecting motion blur using cross correlation; (a) “Einstein”; (b) 0◦ , 20-magnitude motion blur; (c)
Sharpened image edge map.

A series of blurred images are given in the examples of Fig. 7. The first two images, namely those
of Figs. 7(a) and 7(b), contain no blurring at all. The new blur metric correctly reports this fact.
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The next three images, visibly marred by blurring, are also properly classified as such. Just like the
noise metric of the previous section, the blur metric β increases as the magnitude of the blur expands.
The faint motion blur of Fig. 7(f) poses a bit of an issue. Because only a tiny amount of detail has
been lost, the algorithm decides that the image is probably not blurred. Notice that in this case the
negative energy score E − = 0.2748 falls just short of the blurring threshold. Had the blurring been
a tad stronger, the algorithm would likely have been able to sense it. Motion blurring is, however,
detected in the last two examples of Figs. 7(g) and 7(h). Moreover, the estimated angle of the blur is
computed without error in Fig. 7(h). In Fig. 7(g), the algorithm misses the mark by a mere 5◦ .

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 7: Detecting blur using the Fourier spectrum; (a) “ice” (no blur, β = 0.0000, E − = 0.1961); (b)
“pumps” (no blur, β = 0.0000, E − = 0.0791); (c) “MIT” (3 × 3 Gaussian blur, β = 0.9766, E − = 0.5541,
detected type = “motion”, βθ = 0◦ ); (d) “leaf” (9 × 9 averaging blur, β = 0.9920, E − = 0.6136, detected
type = “isotropic”); (e) “mandrill” (20 × 20 Gaussian blur, β = 0.9937, E − = 0.488768, detected type =
“isotropic”); (f) “Grand Canyon” (90◦ , 5-intensity motion blur, β = 0.0000, E − = 0.2748); (g) “Lena” (5◦ ,
8-intensity motion blur, β = 0.9705, E − = 0.4405, detected type = “motion”, βθ = 0◦ ); (h) “oranges” (45◦ ,
10-intensity motion blur, β = 0.9733, E − = 0.5639, detected type = “motion”, βθ = 45◦ ).

2.3

Compression

Two types of compression are examined in this work, specifically those of JPEG and JPEG2000. Given
the different artifacts that turn up as a result of each of these schemes, two separate compression
detection routines have been developed. Each of these two distortions has been considered in the past
by other groups, with most focusing on the more common JPEG [46, 57, 62–65] algorithm instead of
the lesser-employed JPEG2000 [55, 66] standard.
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JPEG Compression

JPEG is the first of the two to be considered. This compression algorithm generates artificial 8 × 8
blocking [2] artifacts, such as those seen in Fig. 8(a). Observe, in this example, the prominent
block-shaped regions that appear over the smooth surfaces of the vegetables. The obvious strategy
is to locate linear sequences of edge points that would seemingly correspond to these 8 × 8 block
boundaries. Accordingly, the sharpened edge map e∗ (x, y) is systematically probed for the occurrence
of horizontal and vertical sequences of edges. Each of the edges in a sequence must be of “sufficient”
intensity, with this threshold being determined dynamically by the local level-of-detail δ(x, y), namely
κδ = 32(1 − δ(x, y)).

(8)

A given edge must exceed κδ in order to be considered as part of a possible block boundary. Here, κ
signifies “compression”, from the German kompression. Eq. (8) allows for more flexibility in high detail
portions where block boundaries may be partially obscured by surrounding content. In lower detailed
areas the threshold is much higher, closer to its experimentally-derived limit of 32. Additionally, any
detected sequence must be 8 pixels in length. Unfortunately, there are numerous examples of images
in which these sorts of linear sequences naturally occur, specifically those that contain objects with
quasi- horizontal and vertical boundaries. In order to distinguish between compressed images and
those containing legitimate block-shaped contours, this procedure also looks for evidence of excessive
quantization [2], another artifact of the JPEG algorithm. As one will notice in the highly distorted
image of Fig. 8(a), the pixels within each 8 × 8 block are of more or less the same intensity value.
This phenomenon, which does not realistically occur in images that have not been compressed, allows
one to distinguish between actual JPEG blocks and those falsely detected in some images. Suppose,
as an example, that a horizontal sequence of 8 “intense” pixels is successfully uncovered. Before this
sequence will be formally labeled as being that of a block boundary, the parallel rows of pixels that
lie above and below it, each also of length 8, are examined. Assume now that all 8 pixels in the upper
row are of the same intensity value. As well, suppose that those in the row underneath are also of
the same intensity, though this intensity is not necessarily the same as that of the upper row. This
suggests that the sequence is indeed a block boundary and that it divides two highly quantized blocks.
Presently, three such rows, each of the same intensity throughout, must be found above and below the
current sequence of edges before that sequence is deemed to be a block boundary. Note that in the
case of vertical block boundaries, it is the three columns, rather than rows, directly to the left and to
the right of a given sequence that are used.
The blocking map, denoted β(x, y), of Fig. 8(c) reveals the areas in which blocks have been
discovered in the sharpened image edge map, seen in Fig. 8(b). A complete block is rendered in
this blocking map even if only one side of it has actually been detected in e∗ (x, y). The final JPEG
blocking score, denoted κ, is simply the ratio of the total number of blocks detected, namely κn , to
the maximum possible number of blocks. This is formalized as
κ=

κn
.
max{κn }

(9)

An example of an image of maximum blockiness, in which κ = 1, is depicted in Fig. 8(d). Like
the preceding noise and blur error metrics, κ is limited to the interval [0, 1] and ranges from no
compression artifacts, a value of κ = 0, to the extreme case of κ = 1 just mentioned. Note that in this
implementation, blocks around the perimeter of the picture are ignored due to possible issues resulting
from normal image cropping [67] along the borders.
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(b)
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Figure 8: Detecting JPEG compression using edge sequences; (a) “peppers” (99% JPEG); (b) Sharpened
image edge map; (c) Blocking map; (d) Maximal blocking map.

Four examples are shown in Fig. 9. Only a small amount of compression is detected in the
comparatively high quality images of Figs. 9(a) and 9(c). This demonstrates the ability of the
new metric to find such errors, even when they are not necessarily visible to many human viewers.
Conversely, much higher levels of compression are unmasked in the severely damaged images of Figs.
9(e) and 9(g).
2.3.2

JPEG2000 Compression

The JPEG2000 compression routine does not give rise to the same sort of blocking artifacts as its
predecessor. Instead, ringing [68] artifacts, such as those in Fig. 10(a), along with blurring, are found
in highly compressed images. Ringing artifacts also appear as linear sequences, though not necessarily
along fixed 8×8 boundaries as those of a JPEG-compressed image. Instead, they are typically situated
near object borders. Note that ringing also occurs in JPEG, but is generally overshadowed by the
more prominent blocking errors.
Ringing artifacts are found by first scanning e∗ (x, y) for sporadic horizontal and vertical linear
edge sequences, much as was done for JPEG compression. This time, though, all rows and columns
of the image must be checked, not just those along 8 × 8 block boundaries. All such edges must be
“sufficiently” large. This threshold, like its JPEG cousin, is determined using the local level-of-detail,
namely
ρδ = 32(1 − δ(x, y)).
(10)
Again, 32 is an empirically-derived maximum. The Greek symbol ρ is chosen to represent “ringing”.
A sequence is a horizontal or vertical linear span that is anywhere between 4 and 64 pixels in length.
Small runs, less than 4 pixels, are excluded as they are more likely to be fine details or noise. Longer
sequences may be actual linear features in an image and should also be omitted. Despite both of these
safeguards, many linear sequences, between 4 and 64 pixels in length, that are not errors will continue
to slip through undetected. Thus, at this point, only those sequences that are directly “adjacent” to at
least one other sequence are kept and are assumed to be ringing artifacts. In this setting, “adjacent”
sequences are those in which at least one pixel of each is within 4 pixels of the other. Moreover, the
two must be either both horizontal or both vertical sequences. This simple heuristic does much to
remove false positives, leaving more or less only genuine errors.
Once all of the candidate sequences have been found, the final ringing metric is computed. Denoted
simply ρ, it is equal to the total number of edge points in these “ringing sequences”, ρne , divided by
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 9: Examples of detecting blockiness; (a) “cameraman” (50% JPEG, κ = 0.0022); (b) “cameraman”
blocking map; (c) “Einstein” (75% JPEG, κ = 0.0267); (d) “Einstein” blocking map; (e) “Lena” (95% JPEG,
κ = 0.3056); (f) “Lena” blocking map; (g) “pigs” (99% JPEG, κ = 0.4378); (h) “pigs” blocking map.

the total number of major edges ρδn , where, a major edge is given by Eq. (10). More precisely,
ρ=

ρn
.
ρ δn

(11)

Like its predecessors, ρ is given on [0, 1], and varies from no observable compression errors to major
artifacts.
The following examples suggest that a generally higher level of compression is needed to detect
such errors when compared to JPEG compression. This can be attributed to the better quality of
JPEG2000-compressed images over those encoded using conventional JPEG. In the first example,
namely that of Fig. 11(a), no errors are detected. As the level of impairment jumps in the other three
examples, those of Figs. 11(c), 11(e) and 11(g), the metric begins to uncover evidence of ringing. One
sees, in the ringing maps of Figs. 11(d), 11(f) and 11(h), small “clusters” of linear artifacts associated
with this error.

2.4

Quality Scoring

The last job is one of “weighing” the error scores of the previous sections in relation to the amount of
detail in an image to create a single quality score for that photo. Not surprising, this score is primarily
determined by the amount of error. Large quantities of noise, for instance, will ruin virtually any
image, regardless of its level-of-detail. In more realistic scenarios, where the degree of impairment
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(b)

(c)

Figure 10: TBA; (a) “Goldhill” (85% JPEG2000); (b) Sharpened image edge map; (c) Ringing map.

is less scathing, level-of-detail takes on a more substantial role, hiding some errors and revealing
others. One may be tempted to create this single quality score using a combination of local scores. In
reality, most images are too complicated and are composed of such variable regions that attempting to
combine local detail-adjusted scores to yield a single score is ineffective. If one were truly keen on doing
something of this nature, they would need to determine which regions most affect the visual quality of
an image. It is known, for instance, that faces are often the most interesting elements of a scene [1].
An algorithm would have to be aware of this and seek out these regions and more thoroughly assess
their quality. For these reasons, when computing a final quality score, the average level-of-detail over
the entire image is used instead, though this may ultimately change in future versions of this system
as research continues. The exact mechanics of how this plays out are described in the segments below.
As was stated in Section 1, noise, blocking and ringing are most noticeable in smooth, low detail
areas of a picture. Simultaneously, they are hidden in detailed places. Blurring follows an opposite
pattern. Assuming that detail is given on the interval [0, 1], as it is in each of the detail metrics
outlined in this work, the three major types of distortions of this work are each assessed according to
the following formulae. Noise is first divided into two cases. The first includes the more damaging
and therefore more highly visible random and salt-and-pepper varieties. In these situations, the final
quality score, identified by the name D-IQM, is equal to
D-IQM = 1 − η (0.0625+δ̄(0.5−0.0625)) ,

(12)

where δ̄ is the average level-of-detail over the complete image and 0.0625 and 0.5 are experimentallyderived constants. Each of the remaining formulae make use of similarly-derived constants. Looking
at the design of Eq. (12), one can see that the effects of noise will be amplified in low detail images,
while being reduced in busier ones. If, on the other hand, Gaussian noise is detected in an image,
quality is calculated using the formula
D-IQM = 1 − η (0.5+δ̄(0.75−0.5)) .

(13)

As one may have noticed in the examples of Fig. 7, error scores pertaining to blur are very often
quite high, even when the amount of blurring is relatively small. To compensate for this reality, all
blur scores β are first stretched to become
β ∗ = β 24 .

(14)
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 11: Examples of detecting ringing; (a) “Lena” (65% JPEG2000 compression; ρ = 0.0000); (b) “Lena”
ringing map; (c) “leaf” (75% JPEG2000 compression; ρ = 0.0018); (d) “leaf” ringing map; (e) “Einstein”
(90% JPEG2000 compression; ρ = 0.0681); (f) “Einstein” ringing map; (g) “camera man” (95% JPEG2000
compression; ρ = 0.0058); (h) “camera man” ringing map.

The adjusted score β ∗ is then pooled with the average amount of detail to give rise a global score. A
motion blur preserves more detail than an isotropic one. This does not generally translate into higher
visual quality. Therefore, β ∗ , which is typically smaller for a motion blur than it is for a regular blur,
must be further scaled down. The adjusted quality score, is, for a standard blur
D-IQM = 1 − β ∗ (0.75+(1−δ̄)(1−0.75)) .

(15)

Its motion counterpart is expressed as
D-IQM = 1 − β ∗ (0.25+(1−δ̄)(0.5−0.25)) .

(16)

Since both blurs have a reaction to detail that is “opposite” that of noise, blocking and ringing, 1 − δ̄
is substituted for δ̄ in Eqs. (15) and (16).
JPEG and JPEG2000 both rely on the same scalars in their final forms. They are defined as

and
respectively.

D-IQM = 1 − κ(0.125+δ̄(0.5−0.125))

(17)

D-IQM = 1 − ρ(0.125+δ̄(0.5−0.125)) ,

(18)
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No matter what the particular type of distortion, if two errors happen to be discovered simultaneously in an image, as may happen for instance when JPEG2000 is employed, the final D-IQM score
is the greatest of all of the errors detected. The compression scheme employed in JPEG2000 often
causes blurring in addition to the ringing artifacts talked about earlier.
Along with a numerical score, a label is assigned to each picture according to the computed value
of D-IQM. These labels are actually integer values with categorical descriptors attached. They are
given as


0 (“unusable”) if 0 ≤ D-IQM < 0.2,





if 0.2 ≤ D-IQM < 0.4,
1 (“poor”)
∗
D-IQM = 2 (“fair”)
if 0.4 ≤ D-IQM < 0.6,



3 (“good”)
if 0.6 ≤ D-IQM < 0.8,



4 (“excellent”) if 0.8 ≤ D-IQM ≤ 1.
Earlier it was said that quality would be calculated using a global average measure of detail,
specifically δ̄, rather than a local approximation. A local estimate of detail is always preferable to
a global value. Although it is not easy to use local estimates when generating a single quality score
for a picture, these local estimates are still of use when visualizing quality, in terms of a quality map.
A quality map is a shaded image that indicates the quality at various points in an image. Bright
white pixels in a quality map correspond with high amounts of perceived quality. Dimmer shades
of gray signify lower levels of quality. These shading values are a function of the level-of-detail at a
particular point and in each of its surrounding 8-neighbors. Of course, pixels in the corners and along
the edges of pictures do not have all eight of these neighbors and must instead make use of those that
are actually available. In any case, a local quality score is computed using the appropriate one of Eqs.
(12), (13), (15), (16), (17) or (18), with δ̄ replaced by this local average level-of-detail. The final score,
lying in the range [0, 1], is then scaled by 255 to allow for proper display in the resulting quality map.
Examples of quality maps are seen next in Section 3.

3

Results and Discussion

Select test cases that showcase the performance of the algorithms in this research are given below in
Fig. 12. In each example, the final D-IQM and D-IQM∗ quality scores are displayed. In addition, the
reader is shown the image’s “actual” quality label, as determined by a group of human test subjects.
This value, averaged over many subjects, is formally known as a mean opinion score [1] (MOS).
Finally, any errors found in a given photograph are reported as well. Running on a somewhat dated
Pentium R 4 processor at 3 GHz with 2GB of RAM, each of the images, 256 × 256 in size, is processed
in less than 3 seconds.
The first two examples of Figs. 12(a) and 12(c) involve Gaussian and salt-and-pepper noise,
respectively. The noise metric is clearly aware of the difference. In the first case, the quality score
is just slightly off of its human benchmark. Because of the masking of the noise in Fig. 12(a), the
quality map of Fig. 12(b) is more illuminated than that of Fig. 12(d). The blur of Fig. 12(e) stirs up
the ringing algorithm. Blur is nevertheless discovered to be the major problem here, and the quality
score is the same as the human MOS. Furthermore, the algorithm knows that it is dealing with a blur
that is isotropic. The quality map of Fig. 12(f) suggests that the upper and lower regions of the figure
are the least affected by the blur. The detailed structures in the center, out of focus to most, are
the most impacted. The motion blur of the Fig. 12(g), unmistakable to the human test subjects, is
also picked up by the software. The computer reports a score that is equal to that of the MOS and

Technical Report CS 2011-2, May 2011

18

it properly detects the 45◦ angle of the smear. Again, smooth surfaces are not especially harmed, as
Fig. 12(h) reveals. The major blocking distortions of Fig. 12(i) are immediately obvious to both the
human subjects and the system, with the most disfiguring effects turning up in the smooth portions
of the image. The same is true of the ringing errors that populate Fig. 12(k). The system score and
the MOS are in perfect agreement. Detailed regions are shielded from the effects of the compression
artifacts, as Figs. 12(j) and 12(l) show.
As mentioned in the opening paragraph of this section, a human user study was carried out in order
to derive “actual” quality scores for some test images. In total, 14 sets of pictures were considered
in this study. Their original, undistorted forms are seen in Fig. 13. For each of the 14 images, 5
synthetically corrupted versions of it were created. They are designated as coded images “A”, “B”,
“C”, “D” and “E”. These damaged photos include varying amounts of noise, blur or compression.
Each human subject in the study was shown 1 of these damaged images, randomly chosen, from each
of the 14 sets. They were then asked to rate it as being either “unusable”, “poor”, “fair”, “good”
or “excellent”, using the numerical values 0, 1, 2, 3 and 4, respectively. Observe that the quality
labels given in the preceding sentence are exactly those assigned by the D-IQM∗ metric in Section 2.4.
The full results of this survey are seen in Table 1. Here, MOS∗ is the mean opinion score rounded
to the nearest integer. At the time of this writing, 56 people had been sampled. Additional samples
are forthcoming. Using the Pearson product moment correlation coefficient [51], denoted rp , one can
compute the degree of correlation [51] between the rounded human scores MOS∗ and the computed
D-IQM∗ scores of Table 1. Currently, the level of correlation stands at rp = 0.8154, a very respectable
measure indeed. There is definitely a positive relationship between the two sets of values. This is
proof of the strong performance of the new D-IQM metric. And let it not be forgotten that this new
metric is carrying out all of its duties without an original reference image, a great feat indeed.

4

Conclusion

A number of new methods to detect and assess the perceived quality of photographs corrupted by
three key types of impairments have been tabled. Using the detail information in different portions of
an image, these routines are able to find errors in a picture. The algorithm again draws on information
about detail as it “psychologically weighs” the effects of these distortions. The result is a quality score,
and associated label, that is surprisingly accurate when checked against human test scores. Perhaps
most unique of all is the no-reference design of this metric. This enables it to function in situations
that are far beyond the reach of most existing quality metrics. Future extensions to this work include
interfacing with color images and a more detailed analysis of the Fourier domain. Color images may
be thought of as a more specific case than grayscale photos. So although the techniques presented in
this work extend to color images, they do not take advantage of some of the more telling information
that color sometimes reveals. For instance, noise pixels may be much easier to pick out if they are of
a completely different color than those surrounding them. As for the Fourier spectrum, all features
of this domain, including its shape, density, distribution and orientation will be more thoroughly
examined. This information might help to not only determine if noise or blur are present, but also to
decide among the different types of noise and blur.
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(h)
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(j)

(k)

(l)

Figure 12: D-IQM test cases; (a) “mandrill” (35% Gaussian noise, D-IQM = 0.4491, D-IQM∗ = 2, MOS = 3,
η = 0.4111, detected type = “Gaussian”); (b) “mandrill” quality map; (c) “Lena” (70% salt-and-pepper
noise, D-IQM = 0.0517, D-IQM∗ = 0, MOS = 0, η = 0.8639, detected type = “salt-and-pepper”); (d) “Lena”
quality map; (e) “boat” (7 × 7 averaging blur, D-IQM = 0.2476, D-IQM∗ = 1, MOS = 1, β = 0.9872,
ρ = 0.0010, detected type = “isotropic”); (f) “boat” quality map; (g) “MIT” (225◦ , 15-magnitude motion
blur, D-IQM = 0.2826, D-IQM∗ = 1, MOS = 1, β = 0.9686, detected type = “motion”, βθ = 45◦ ); (h) “MIT”
quality map; (i) “couple” (97% JPEG, D-IQM = 0.2858, D-IQM∗ = 1, MOS = 0, κ = 0.3889); (j) “couple”
quality map; (k) “Tiffany” (90% JPEG2000, D-IQM = 0.6297, D-IQM∗ = 3, MOS = 3, ρ = 0.0204); (l)
“Tiffany” quality map.
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Table 1: Human user study results.
Image
“Barbara”

“boat”

“camera man”

“couple”

“Einstein”

“Goldhill”

“house”

Coded Image
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E

MOS∗
2
2
3
2
3
1
1
2
1
1
3
4
3
2
3
0
0
0
0
0
2
1
1
4
2
1
3
0
1
0
4
1
4
3
3

D-IQM
1
1
3
4
4
1
1
1
1
1
3
4
2
2
3
0
1
0
1
0
1
4
1
2
2
1
4
0
1
1
4
0
4
4
1

Image
“lake”

“Lena”

“man”

“mandrill”

“MIT”

“peppers”

“Tiffany”

Coded Image
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E
A
B
C
D
E

MOS∗
1
0
2
1
3
2
1
0
1
1
3
0
4
0
1
2
4
3
3
2
1
2
4
0
1
3
1
4
3
4
4
3
2
2
3

D-IQM
0
1
1
0
3
2
1
0
0
1
2
0
4
0
1
1
3
4
2
1
1
0
4
0
1
2
1
4
3
4
4
4
2
2
3
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

(j)

(k)

(l)

(m)

(n)

Figure 13: Images used in human user study; (a) “Barbara”; (b) “boat”; (c) “camera man”; (d) “couple”;
(e) “Einstein”; (f) “Goldhill”; (g) “house”; (h) “lake”; (i) “Lena”; (j) “man”; (k) “mandrill”; (l) “MIT”; (m)
“peppers”; (n) “Tiffany”.
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